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Our Pain Point & ML Serving Dilemma
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Our Pain Point ¢ ML Serving Dilemma

A ML Serving fokots of Frameworks

TensorflowServing "
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Our Pain Point ¢
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Model File
(e.g. PMML)

Model Training
(scikit-learn / Tensorflow /
PyTorch / LightGBM / etc.)

Model File

(e.g. pickled)

Research / Development Trained Models

¢ Predictive Model Markup
Language (PMML)
o XML-based file format for

Y

Model File

JAVA Application

model interchange

o scikit-learn to PMML:
sklearn2pmml

o LightGBM to PMML:
jpmml-lightgbm

3y

Model File

Python Application

¢ References: Converting
Scikit-Learn to PMML

Production System

» The model (or even the module to load, pre-process and generate predictions) is
wrapped in a micro-service that expose endpoints to receive requests from clients

Module(s) for data preprocessing,
feature extraction, and inference

Model File
Model Training / Selection -

Research / Development

Micro-service

Reqguest
(Raw data input)

via TCP, HTTP etc.

Production System

Response
(Predictions)




Our Pain Point & ML Serving Dilemma”
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Our Pain Point-Z2oor Python Performance

Best database-access responses per second, single query, Dell R440 Xeon Gold + 10 GbE (404 tests)

Rnk Framework

actix-core
wizzardo-http
actix-pg
vertx-postgres
es4x
vertx-web-postgres
h2o

drogon-raw

W N O AW N e

greenlightning

cpoll_cppsp-raw

swoole
cpoll_cppsp-postgres-raw-threadpool
ulib-postgres

fasthttp-prefork
fasthttp-postgresql-prefork
cpoll_cppsp-postgres-raw

e e o =
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gemini-postgres

-
=]

go-my-prefork
fasthttp-postgresql

-
0

Best performance (higher is better)
886,499 |
863,265
816,955
753,286
702,052
671,894
558,915
545,313
512,477
506,222
497514
473,731
468,513
456,925
454,010
446,091
441,137

Errors Cls
100.0%
97.4%
92.2%
85.0%
79.2%
75.8%
63.0%
61.5%
57.8%
57.1%
56.1%
53.4%
52.8%
51.5%
51.2%
50.3%
49.8% esdx

49.6% vertx-web-postgres

ve rtx—postg?és

417,542

47.1%

h2o

753,286 |
702,052 |
671,894 |
558,915 |

47.1%

46.8%
45.7%
45.5%
45.0%

45.0% EyXBldjango
44.7%

()
o

proteus 417,332
atreugo-easyjson 415,166
atreugo-sjson 404,939
atreugo 403,740
atreugo-gojay-prefork 398,740
atreugo-gojay 398,515
atreugo-prefork 396,099
atreugo-sjson-prefork 395,428
atreugo-easyjson-prefork 394,425
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86 m [felis-mongodb-raw 200,628 |

NN
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19,409 | 2.2%

)
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N
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44.6%
44.5%
44.1%
43.5%
42.5%
41.5%
40.6%

15,526 | 1.8%

)
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go-pgx-prefork-easyjson 390,606

W
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go-pgx-prefork 385,281
light-4j 376,491
aspcore-ado-pg 367,461
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Our PairPoint2 ¢ Poor Python Performance

ADisadvantage of Using HTTP APIs

e HTTP REST APIs are simple to implement, however the process is synchronous

e The client must wait until the ML service has finished the process of generating
predictions

¢ |In a complex system involving a lot of components, this may not be efficient

Service 1 Service 2 ML Service

HTTP Request

»
Ll

HTTP Request

Time to generate predictions

HTTP Response

HTTP Response

"
<

Service 1 Service 2 ML Service




Our Pain Point @

A Poor Python Performance
A Pandas Data & # G )
->Data Copy 5/ A Oc .
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Our Pain Point 2

APandas : Poor Python Performaned®andas UDF

Pandas UDF was introduced in Spark 2.3, which uses Arrow for
data exchange and utilizes Pandas for vectorized computation.




Our Pain Point 3

AMultiple System, Multiple Deenv. , Multiple Productiomnv.

Data Pracassing Machines used for
Spark cluster Training ! Dislributed Training
*r O v
Spo&z aracHE <AZ
<]
® Spark

o - e
Wl cupu Acodava
| fortainiog |

’ Distributed Storage

Spark + SR Cloud

Separate infrastructure for
ML/DL training/inference

Laptop




Our Pain Point 8

AAuto Scale Out, Auto Scale Down & Env. Abstraction.

Kubernetes is All You Needs.

But, ffauvAdr EQAyoO.
O/ AADevOpPS T T § T ..., ~



Our Pain Poit

ABigDataScale Data Psprocessing & Distributed Training & Training Performance

= B AV :Databricks Web Sites



